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Look for part two of this talk next month.



About the author

IÕm Brian Beck (www.brianbeck.com ).
The last time I gave a real talk here, I was probably working on...



Unstoppable Rocket

...a project called Pagoda CMS for my startup company, Unstoppable Rocket.  You can ask the 
cofounder, Ian, how thatÕs going.  In fact, you probably should; itÕll be good motivation.



Cleveland Clinic
These days I spend most of my time working here (still Python).



Why give this talk?

IÕm knee-deep in this stu! over at the Clinic right now, so IÕve been experimenting with these 
techniques for the past month or so.  Also, when I was working on Pagoda, we made heavy 
use of the advanced features of SQLAlchemy, and became very familiar with its inner 
workings.  SQLAlchemy does everything IÕm going to describe in this talk (and the next one).



DSL

LetÕs spend a minute on this.



domain



speciÞc



language



?
What does that mean?  It means that instead of solving our problem with a general purpose  
language (like Python), we want to use a language that looks like it was speciÞcally designed 
for our problem domain .  Usually embed these in a host language (Ruby and Lisp are good 
for this).  You donÕt just want to solve your problem; you want to solve it using terminology 
and syntax that is natural to the domain.  And hey, still being able to use your favorite 
general purpose language is a plus.



This talk is not about 
domain-speciÞc 

languages.

DSLs are not actually the focus of this talk; weÕll only look at one and itÕs at the end.  This 
talk is about techniques you might consider in Python when building a DSL.



taking advantage of available

syntax
customizations

When we think about embedding a DSL in Python, weÕre really asking what Python syntax and 
constructs make sense in our domain, and trying to Þgure out how we can take advantage of 
the overlap.  ItÕs often desirable for DSLs to be...



concise

Eliminate all setup, boilerplate, and punctuation (if possible) that doesnÕt have anything to do 
with the domain.  Use your knowledge of the domain to make assumptions -- remember, 
general-purpose is not the goal.



1. div_tag = tag( 'div' )
   div_tag.attrs = { 'id' : 'footer' }

2. tag.div(id= 'footer' )

3. div(id= 'footer' )

For instance, in the domain of HTML generation.  #1 works, but is too generic and thereÕs lots 
of punctuation -- we donÕt need tag and attribute names to be arbitrary strings -- 99% are 
also valid Python symbols .  In #2  we can access arbitrary symbols on ÔtagÕ, less quoting.  If 
we also know that weÕre generating HTML 4.01, we can just have all the tags included in the 
language for us (drop the tag helper altogether in #3).  WeÕve used our knowledge of the 
domain to trim down the ÔgrammarÕ.



ßuent

The language should be clear and expressive in the context of the domain.  If someone is 
familiar with the domain (they are ßuent), they should be able to read our DSL, regardless of 
their knowledge of the host language.  IÕll come back to ßuency later...



declarative

Finally, itÕs often desirable for a DSL to be declarative...



?
Declarative?  It just means our code shouldnÕt look programmatic.  It should look more like a 
deÞnition or conÞguration.



user_table = Table( 'users' )
user_table.add_column( 'username' , type =Char( 40))
user_table.add_column( 'join_date' , type =DateTime)

class User ( Table ):
    username = Char( 40)
    join_date = DateTime

For example, in the domain of database modeling.  The code on top is too programmatic, 
thereÕs too much Python in the way!  We can make the code on the bottom (which is still 
Python) do the exact same thing.



Episode II is the 
declarative  talk.

WeÕll learn how to do that in Episode II, which is all about metaclasses and descriptors.  
Moving on...



Ingredient #1



generative methods
or if that sounds too fancy

method chaining



Examples

Remember, IÕm not saying these examples are necessarily DSLs...



jQuery

$( 'body' )
  . find ( 'a[href]' )
  . addClass ( 'python' )
  . attr ( 'href' , " http://www.python.org " )

Traversing and manipulating the DOM.  (Domain: HTML, DOM)
Notice how every method call occurs on the result of a previous method call.

http://www.python.org
http://www.python.org


SQLAlchemy

users. select () \
  . where (users.c.first_name == "Brian" ) \
  . order_by (users.c.last_name)

query. column (addresses) \
  . select_from (users.join(addresses)) \
  . apply_labels ()

Writing relational database queries.  (Domain: SQL)



Django

User.objects \
  . filter ( messages__unread =True ) \
  . distinct (). count ()

Article.objects \
  . exclude ( title__contains ='Apple' ) \
  . latest ( 'pub_date' )

Writing relational database queries (slightly more abstracted).  (Domain: SQL)



ßuent?

We can ask the question, are those examples ßuent?
Well, people often say jQuery doesnÕt look like JavaScript, that it just happens to use 
JavaScript syntax.  ThatÕs a pretty positive indicator.
The SQLAlchemy example uses the terms ÔselectÕ, ÔjoinÕ, ÔwhereÕ, Ôorder_byÕ, etc.  It reads 
pretty ßuently in the domain of SQL, even if the punctuation is di!erent.



users.named( "Brian" ) \
  .who(joined.after( 2008 , 10, 1)) \
  .who(speak.language( 'en' )) \
  .who_are(online).who_are_not(invisible)

render(
  tag( 'form' ).with_attributes( method ='get' ).containing(
    tag( 'input' ).with_attributes( type ='text' , name='email' ),
    tag( 'textarea' ).with_attributes( name='comment' )
  )
)

Sometimes being ßuent in the domain isnÕt a high priority, but rather being ßuent in English.  
These examples use method chaining with method names that read like an English sentence.



The Pattern

1. Call some method

2. Clone the instance

3. Modify the clone

4. Return the clone

HereÕs a close approximation of how all of those examples work.



Implementation

class Query ( object ):
    def clone ( self , ** kwargs ):
        clone = self. __class__ . __new__ (self.__class__)
        clone. __dict__  = self. __dict__ .copy()
        clone. __dict__ .update(kwargs)
        return  clone

...and hereÕs the most generic way to implement it in Python.  IÕm calling the class Query 
because you may have noticed how the jQuery, Django, and SQLAlchemy examples were all 
building queries.  Generative methods are good for that.



Implementation

class Query ( object ):
    ...

    def where ( self , * clauses ):
        clone = self.clone()
        clone.where_clauses = self.where_clauses + clauses
        return  clone
    
    def order_by ( self , * columns ):
        return  self.clone( order_by_cols =columns)
    
    def distinct ( self ):
        return  self.clone( select_distinct =True )

LetÕs deÞne a few generative methods.  Notice how they all use the clone-and-modify helper.



Why clone?
Why not modify and 

return self?



users = Query(User).where(User.online == True )

users.where(User.lang == 'en' )

users.where(User.lang == 'jp' )
users

Because we want the intermediate results to remain independent of future mutation!  Say we 
do some initial Þltering, then hand o! the results to two di!erent routines in our code.  If 
ÔusersÕ gets modiÞed, one of these calls will retrieve users of the wrong language.



Some code...

The least domain-speciÞc 
use of method chaining 

ever: a generic data 
processor.

transmogrify.py



Ingredient #2



deferred expressions
via

operator overloading



Examples



SQLAlchemy

query(User).select(
    (User.first_name + " "  + User.last_name) == "Brian Beck"  &
    func.count(User.posts) > 100
)

If this was the only code you saw, identifying it as Python would be a huge guess.  This 
syntax maps very closely with the SQL equivalent.  Nothing here is being evaluated, weÕre 
merely building up expressions.



URL Constructor

_ = URL()

article_page_url = _ / 'articles' / Article.slug / int

static_file_url = _ / 'static' / [str] / str

user_post_url = _ / 'users' / User.username / 'posts' / Post.id

HereÕs an idea I implemented while experimenting with web frameworks.  IÕm specifying URL 
components using actual Python objects.  The ÔArticle.slugÕ component (a mapped table 
column) will query the Article tableÕs slug column with the string given in the URL and pass 
the result to the controller (not shown).  The Ô[str]Õ component matches zero or more 
arbitrary string components in the URL.  This is deÞnitely a DSL .  More on this later.



__add__ __sub__ __mul__ __div__

__mod__ __pow__ __and__ __or__

__neg__ __pos__ __invert__ __xor__

__eq__ __ne__ __lt__ __le__

__gt__ __ge__ __lshift__ etc.

Here are some operators we can customize in Python, each have their own syntactic sugar.



class Term( object ):
    def __div__ ( self , other ):
        print  "Divisor: %s"  % (other,)
    
    def __rdiv__ ( self , other ):
        print  "Dividend: %s"  % (other,)

>>> Term() /  5
Divisor: 5

>>> 5 /  Term()
Dividend: 5



Some code...

The least domain-speciÞc 
use of operator overloading 

ever: late evaluation of 
expressions.

lazy.py



Why?

Why might we want an expression that doesnÕt return the result, but some representation of 
it?  Because maybe we donÕt have all the information we need to evaluate it!  Maybe each term 
in the expression also canÕt be evaluated yet.  Consider the SQLAlchemy example: those 
expressions need a database engine (to determine what SQL syntax to generate) and possibly 
a connection (to evaluate).



Limitations

a and  b a or  b

Customizing these would preclude 
their short-circuiting behavior, 

which is a Python invariant.

We have no control over these expressions except through __nonzero__ (__and__ and __or__ 
are the bitwise operators).  We canÕt make them return AndExpression and OrExpression 
objects, for example.  This is why SQLAlchemy and Django use Ô&Õ for combining queries 
instead of ÔandÕ.



Limitations

not  aa in  b

Only the boolean context is considered.

We can customize these with __contains__ and __nonzero__, but again, cannot make them 
result in InExpression and NotExpression objects.  I canÕt think of a good reason why not.  
Python just doesnÕt seem to want us messing with Boolean logic.



Some code...

URL Mapper

A small example with 
both ingredients.

url.py



@url ( _/ 'articles' / Article.slug / int ):
def article_controller ( article , page ):
    # /articles/python_3000_released/2
    # -> article = Article.get_by(slug='python_3000_released')
    # -> article_controller(article, 2)
    ...

@url ( _/ 'static' / [str] / str ):
def static_controller ( paths , filename ):
    # /static/media/css/style.css
    # -> static_controller(['media', 'css'], 'style.css')
    ...

class PostController ( _/ 'users' / User.username / 'posts' / Post.id ):
    def GET( self , user , post ):
        # GET /users/bbeck/posts/50
        # -> user = User.get_by(username='bbeck')
        # -> post = Post.join(user).get_by(id=50)
        # -> PostController().GET(user, post)
        ...

Usage of the URL example.  The decorator and subclassing registers the URL (as a regular 
expression) and the controller with a dispatcher.  The comments show what happens when 
the dispatcher receives a request.  This is DSLicious.



Þn

Thanks.  Check for Episode II in November.


